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To begin with, our knowledge grows in 
spots. The spots may be large or small, 
but the knowledge never grows all over: 
some old knowledge always remains what 
it was. Your knowledge of pragmatism, 
let us suppose, is growing now. Later, 
its growth may involve considerable 
modification of opinions which you 
previously held to be true. But such 
modifications are apt to be gradual.

–  William James, Pragmatism and 
Common Sense36
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We have relied on data drawn from well-respected 
international authorities that, once standardized, 
has enabled us to make an objective comparison 
of different systems. This report records what we 
have found in looking at each of the spots in the 
school system improvement journey. It reveals a 
common pattern that has otherwise largely gone 
unrecognized; that this is the case is not because 
other people have not previously seen or appreciated 
certain aspects of what is reported here – some 
have done so and, in some cases, in more detail  
and depth – but largely because the meaning of this 
overall pattern has been obscured by trees sprouting 
every which way.

The pattern we have found shows that all the school 
systems that are successful in achieving sustained 
improvement within a given performance journey 
share a common set of characteristics in what they 
do and how they do it. One reason why this pattern 
may have been previously obscure could be due to 
the fact that these characteristics change over time, 
depending on what stage of the journey the school 
system has reached. In the early days, outcomes 
improvement is all about stabilizing the system, 
reducing variance between classrooms and schools, 
and ensuring basic standards are met. At this stage 
of the journey, the reforms are almost always driven 
from the center. Later, as the system improves, 
the engine for improvement shifts to instructional 
practices. This, by its very nature, has much less to 
do with the centre and is primarily driven by the 
teachers and the schools themselves: it is all about 
turning schools into learning organizations. The 
pattern only becomes clear when this one spot is 
studied assiduously: without this, it is all too easy 
to confuse what is needed at one stage with what is 
necessary at another, quite different, stage. 

A second reason why this pattern may have been 
obscure until now might be that every school 
system adapts the interventions cluster to its own 
context. This often makes these interventions 
appear superficially quite different from one 
another, disguising their commonality. Only 
by disaggregating the exact content of each 
intervention has it been possible to identify the 
nature of the wood. A tree might be a tree, but to 
Linnaeus, this is entirely to miss the point. Only 
when the architecture of families is first understood 
is the naming of parts truly meaningful.

The Lewis and Clark expedition provides a corollary. 
During the early years of the nineteenth century, 
following the Louisiana Purchase, Lewis and Clark 
led the first expedition across the United States’ 
new territory. Their goal was to establish the lay of 
the land and to gain an understanding of it. As they 
journeyed across the new terrain of the North West, 
they collected hundreds of botanical, zoological and 
mineral specimens; they documented the extent of 
the Rocky Mountains and the channels and sources 
of the great rivers; they described the places they 
went and the people they came across. It was Lewis 
and Clark who produced the first meaningful maps 
of the United States, including the sources of the 
Missouri and Columbia rivers and their relationship 
to the Rocky Mountains. Their expedition forms 
a benchmark for all future understanding of the 
territory. They named the parts, forming the basis 
upon which others built. 

This report seeks to be a map of school 
systems’ performance journeys. It identifies the 
intervention clusters, and locates the importance 
of contextualizing, sustaining, and ignition on the 
journey. This leaves much that is yet unknown 
and still to be explored. We hope this report will 
encourage school system leaders and education 
researchers to develop further knowledge  

Nothing is more emotive than education. The quality of our children’s schools affects every aspect of 
their life, shaping the child’s personal destiny and the society’s capacity for creativity and economic 
development. This rightly can make school system reform the major focus not just for educationalists but 
also for political leaders, employers, and parents alike. Often, because of the magnitude of what is at stake 
in the quality of education provided in our schools, passions run high and debate is heated. What we have 
tried to do in this report is to disaggregate school system reform into its constituent spots, take a good, 
long, hard look at the nature of each spot, and then put all the spots back together and examine the overall 
school system improvement journey from a broader perspective.
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about improving school systems, filling in some 
of the blanks left on the map. Here are just a few 
suggestions about potential areas of further study:

 How do the improvement journeys and outcomes  �
of systems with similar context vary? For 
example, this could be answered by studying 
‘matched pairs’ such as two states in the same 
country.

 Where is the line drawn in contextualizing  �
interventions? Is there a point at which a system 
compromises the intervention cluster by 
excessively contextualizing the interventions?

 What are the prerequisites and sequence of the  �
interventions within each cluster? Do patterns 
exist that are more likely to be successful than 
others?

 How do schools systems successfully devolve  �
authority and direction to the middle layer and to 
the schools? How do systems develop the skills of 
the middle layer? 

 What is missing from the map? For example,  �
there are as yet blanks in the map of the elements 
and development of collaborative practice.

None of this is to suggest that school system 
improvement is either science or art: it is neither. 
It is the disciplined craft of repeated practice 
and learning within the context of the system: 
the practice and internalization of the pedagogy. 
This practice requires institutional support and 
is one reason why Peter Senge objects to viewing 
teachers as practicing in isolation. It is not about 
the individual’s skills, but a skilled system: “The 
traditional approach to helping educators has been 
to develop the skills of individuals to do their work 
better [as opposed to] enhancing the collective 
capacity of people to create and pursue overall 
visions.”37 For the improving schools in this study, 
these visions are about continuing improvement. 

The school systems examined in this report 
show that the improvement journey can never be 
over. Achieving and sustaining a school system’s 
progress is very hard work, and systems must keep 
expending energy in order to continue to move 
forward: without doing so, the system can fall back, 
and thereby threaten our children’s well-being. 
Our hope is that this report has provided an 
overview of the school system improvement journey, 
and has given the first outlines of the landscape 
that will be navigated further by education’s future 
explorers. 
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I. School system selection

A. Criteria for system selection
In selecting school systems, we sought to meet 
two objectives: 1) to select systems that have 
achieved clear improvement in student outcomes, 
and 2) to compile a diverse sample of systems so 
that we could learn what was unique versus what 
was universal, thereby ensuring our insights have 
wide-ranging relevance. We defined diversity along 
several dimensions – by size of system, location 
(representing five continents), starting performance 
levels (on student assessments), and system type 
(centralized and decentralized; private and public 
systems). 

In selecting this diverse set of improved systems, 
we established two sets of criteria. The first enabled 
us to identify “Sustained Improvers”: systems that 
have a long history of reform and consistently see 
improvement. The second set of criteria enabled us 
to identify “Promising Starts”: systems that have 
only recently begun reform efforts, but which have 
seen significant improvement in a short period of 
time. Promising Starts are restricted to systems in 
developing countries and emerging markets that 
despite not having a long history of international 
testing, have shown remarkable improvement in the 
assessments in which they have participated, and 
embody an improvement journey that has employed 
innovative techniques and strategies. A list of systems 
in both categories appears in Exhibit 38.

Whether a system is classified as a Sustained 
Improver or a Promising Start, it has had to 
demonstrate significant, sustained, and widespread 
improvement to be included in this study. We 
used several international assessments to establish 
whether a system qualifies in either category or not:

 1964 First International Mathematics Study  �
(FIMS)

 1970 First International Science Study (FISS) �

 1978 First International Mathematics Study  �
(SIMS)

 1983 First International Science Study (SIMS) �

  1995, 1999, 2003, and 2007 Trends in  �
InternationalMathematics and Science Study 
(TIMSS)

 2000, 2003, 2006 Program for International  �
Student Assessment (PISA)

 2001, 2006 Progress in International Reading  �
Literacy Study (PIRLS)

 We also used national and state/regional  �
assessments for school systems that do not 
participate in international assessments:

 1971–2009 National Assessment of Educational  �
Progress (NAEP) for US school systems

 2005, 2007, 2009 Index of Development of the  �
Basic Education (IDEB) for Minas Gerais, Brazil

 2006, 2007, 2008 Annual Status of Education  �
Report (ASER) for Madhya Pradesh, India

 2000–10 California Academic Performance Index  �
for KIPP, Aspire

For most of our systems, the 1995 TIMSS assessment 
is the earliest source of student performance data; 
the 1995 assessment was the first occasion when 
TIMSS used the 500-scale that created consistency in 
the distribution of scores over time and thereby helps 
the comparison of results over time.  For all countries 
participating in 1995 TIMSS, the mean score was 
adjusted to 500 with a standard deviation to 100. All 
subsequent TIMSS exam data was also placed on this 
metric, thereby enabling comparison between the 
scores of countries across the different years of the 
TIMSS tests. 

B. Criteria for sustained 

improvers

Sustained Improvers exhibit Significant Gains, 
Sustained Gains, and Widespread Gains. 

Significant Gains
Systems that qualify as Sustained Improves with 
Significant Gains are divided into three main 
groups:  
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Exhibit 38:
Our school system sample comprises sustained 
improvers and promising starts

Promising 
sta

Sustained 
improvers

 ▪ Systems that have 
sustained 
improvement with 
3 of more data 
points over 5 or 
more years

Promising 
starts: 

 
 

▪ Systems that have 
started improving 
as represented by 
ongoing 
improvement 
with just 2 data 
points or less than 
five years of 
improvement

rts
Sustained 
improversSystems

1. Singapore

2. Hong Kong

3. South Korea

4. Ontario, Canada

5. Saxony, Germany

6. England

7. Latvia

8. Lithuania

9. Slovenia

10. Poland

11. Aspire Public Schools, USA

12. Long Beach, CA, USA

13. Boston/Massachusetts, USA1

14. Armenia

15. Western Cape, South Africa

16. Chile

17. Minas Gerais, Brazil

18. Madhya Pradesh, India

19. Ghana

20. Jordan

1983 – 2007 

1983 – 2007

1983 – 2007

2003 – 2009

2000 – 2006

1995 – 2007

1995 – 2007

1995 – 2007

1995 – 2007

2000 – 2006

2002 – 2008

2002 – 2009

2003 – 2009

2003 – 2007

2003 – 2007

2001 – 2006

2003 – 2008

2006 – 2008

2003 – 2007

1999 – 2007

Time period 
of assessment

1 Primary focus was on Boston, within the context on Massachusetts State    
Reforms. Massachusetts NAEP results also indicate the state as a sustained 
improver from 1998-2007 on m athamatics and reading

Source: McKinsey & Company interventions database 
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 Systems exhibiting improvement prior to the  �
1995 TIMSS: namely Hong Kong, Korea, and 
Singapore. The criteria for systems whose 
improvement journey started prior to the 
1995 TIMSS’ assessment is that these systems 
had to be ranked in top-five school systems 
on PISA (2000) or TIMSS (1995) on their first 
assessment and that there should be clear 
evidence of a clear improvement trend prior to 
the 1995 assessments. The three systems topped 
international assessments in their first testing on 
TIMSS and PISA. We therefore used the earliest 
available international assessment data to 
provide evidence on system improvement prior 
to 1995, namely FIMS, FISS, SIMS, and SISS, in 
order to analyze the full improvement journey of 
these systems. 

 Systems exhibiting improvement from 1995  �
onwards and that participated in international 
assessments: such systems need to demonstrate 
an improvement greater than or equivalent to 
25 percent of a school-year equivalent on PISA 
or TIMSS assessments. A gain on PIRLS is 
considered as reinforcing evidence. 

 Systems that have not participated in  �
international assessments: these systems need 
to demonstrate the following criteria to qualify 
as Sustained Improvers: states/provinces have 
significantly outpaced the average on national 
assessments; districts that have significantly 
outpaced the average on state/provincial 
assessments; school networks have outpaced 
the districts in which they operate on state 
assessments.

Sustained Gains
 Sustained Gains for Sustained Improvers: this is  �

defined as the system having achieved five years 
or more of improvement, with at least three data 
sets indicating an upward trend.

Widespread Gains
Widespread Gains for Sustained Improvers: is  �

defined as gains demonstrated across multiple 
subjects and/or assessments. Reducing variance 
(e.g. between school variance on PISA) is 
considered to be reinforcing criteria for selection.

C. Criteria for promising starts
Promising Starts, similarly to Sustained Improvers, 
exhibit Significant Gains, Sustained Gains, and 
Widespread Gains. 
Significant Gains
Promising Starts that exhibit Significant Gains are 
of two types:

 Systems that participated in international  �
assessments: such systems need to demonstrate 
an improvement greater than or equivalent to 
25 percent of a school-year equivalent on PISA 
or TIMSS assessments. A gain on PIRLS is 
considered to be reinforcing criteria.  

 Sub-systems (regions/states, school networks,  �
etc) that did not participate in international 
assessments: these systems need to demonstrate 
that they have significantly outpaced their 
national or regional average over time on an 
objective and consistent student outcome metric.

Sustained Gains
Sustained Gains made by Promising Starts: is 
defined as systems that have achieved at least two 
to three years of improvement, with at least two 
data sets indicating an upward trend.

Widespread Gains
Widespread Gains made by Promising Starts: 
requires that gains be made in at least one high-
priority area (science, math, literacy) provided that 
all performance data in that area shows consistent 
gains. Reducing variance (e.g. between the highest 
and lowest- performing students) is considered to be 
reinforcing criteria for selection.

II. The universal scale 

One of the critical underpinnings of our work has 
been producing a Universal Scale by which we are 
able to classify school systems’ performance as poor, 
fair, good, or great. The systems in our selection 
participated in various assessments (TIMSS, PISA, 
PIRLS, NAEP) across multiple subjects (math, 
science, reading), at a variety of grades/levels 
(primary and lower secondary) and over a prolonged 
period, with test dates from 1995 until 2007. 
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Collectively, there were 25 unique assessments,  
each using an independent scale. 

A. Systems participating in international  
assessments and nAEP
We used the methodology of Hanushek et al.38 to 
normalize the different assessment scales of the 
systems in our selection that have participated in 
international assessments or NAEP into a single 
Universal Scale. The units of the Universal Scale 
are equivalent to those of the 2000 PISA exam; on 
this scale 38 points is approximately equivalent to 
one school year. For example, eighth graders in a 
system with a Universal Scale score of 505 would be 
on average two years ahead of eighth graders in a 
system with a Universal Scale score of 425.

To create the Universal Scale, the Hanushek 
methodology requires calibrating the variance 
within individual assessments (e.g. PISA 2000) and 
across every subject and age-group combination; 
this was done for the 39 different assessments 
relevant to our sample systems dating back 
to 198039. There are numerous challenges in 
calibrating variance. Each of these assessments 
tests different school systems, reflecting multiple 
geographies, wealth levels and demographics. For 
example, PISA predominately includes OECD and 
partner countries while TIMSS has a much larger 
representation that includes developing nations. A 
variance of X on TIMSS is therefore not equivalent 
to a variance of X on PISA. Within each assessment, 
the cohort of participating countries changes from 
one year to the next.  In order to compare the 
variance between the two assessments, a subset 
of mature and stable systems (i.e. those with 
consistently high rates of school enrolment) is used 
as a control group, and the variance between these 
systems is then compared across the assessments. 
After calibrating the variance, the methodology calls 
for calibrating the mean for each assessment. This 
has been done using the U.S. NAEP assessment as 
a reference point. The U.S. NAEP was selected for 
this purpose firstly because it provides comparable 
assessment scores as far back as 1971 and secondly 
because the U.S. has participated in all international 
assessments. 

Once the various assessment scales have been made 
comparable, each school system’s average score for 

a given assessment year is calculated by taking the 
average score across the tests, subjects, and grade 
levels for that year. This creates a composite system 
score on the universal scale for each year that can 
be compared over time. 

Finally, each country’s Universal Scale score 
is classified either as poor, fair, good, great, or 
excellent, based on the distribution below. None of 
the systems in our sample exceeded the threshold 
requirement for Excellent. The various performance 
categories are explained below:

 Excellent: greater than two standard deviations  �
above the mean

 Great: greater than one standard deviation   �
above the mean

 Good: less than one standard deviation above   �
the mean

 Fair: less than one standard deviation below   �
the mean

 Poor: greater than one standard deviation   �
below the mean

 Exhibit 2: Illustrative distribution of the  �
Universal Scale scores

According to the distribution of scores on the 
Universal Scale, the improvement gap – the 
improvement required for a system to progress from 
one performance level to the next – is 1 school-
year equivalent, or 38 Universal Scale points. The 
baseline score are as follows: Excellent  > 560 
points; Great 520-560 points; Good 480-520 points; 
Fair 440-480 points; and, Poor <440 points (see 
Exhibit 39).

B. Systems not participating in international 
assessments and nAEP
For the school systems in our selection that have not 
participated in international assessments or NAEP, 
including Aspire Public Schools, Madhya Pradesh, 
and Minas Gerais, we approximated their position 
on the Universal Scale using available data. 

Aspire Public Schools
We placed Aspire Public Schools’ journey on the  
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Universal Scale at first as “fair” and then moving 
to “good.” In order to reach this conclusion, we 
derived Aspire’s equivalent average score on  NAEP 
by calibrating the California API score of Aspire 
schools against the scores of Los Angeles Unified 
School District and California state, which report 
both API and NAEP scores. The NAEP score was 
then normalized to the Universal Scale as per the 
Hanushek methodology, described above. There 
is also significant evidence to show that Aspire is 
improving significantly and at a much faster pace 
then peer school districts in California. For example, 
Aspire schools in both Oakland and Stockton school 
districts not only outperform the average for schools 
in their districts, but also “out-improve” them (i.e. 
improve at a faster rate than other schools); their 
improvement rate is over 200 percent the average in 
Oakland and over 400 percent that in Stockton. 

Madhya Pradesh
We placed Madhya Pradesh on the universal scale 
as “poor.” Although no assessments exist which 
could directly link Madhya Pradesh’s performance 
to international assessments, the evidence shows 
that it is struggling with basic literacy and 
numeracy in primary and secondary students: 
therefore, by qualitative measures it is significantly 
lower performing than fair systems, such as 
Chile and Armenia. The case for improvement in 
Madhya Pradesh is also strong, given evidence 
from ASER. As seen in Exhibit 6, Madhya Pradesh 
shows improvement in student outcomes in both 
mathematics and reading. In comparison, during 
this period the Indian average score has declined in 
mathematics and stagnated in reading.

Minas Gerais
We placed Minas Gerais on the universal scale as 
“poor.” Although no tests exist which could directly 
link Minas Gerais’ performance to international 
assessments, Brazil’s overall performance on TIMSS 
is well below the cut-off for “fair.” The most recent 
Brazilian IDEB results show evidence of Minas 
Gerais’ significant improvement, as it has moved 
from being ranked fifth in the nation in 2005 to 
being its highest performer in 2009. Furthermore, 
the provincial Proalfa assessments in Minas Gerais 
show a 76 percent improvement in those achieving 
the recommended reading proficiency level between 
2006 and 2010.

III. School System Interventions

Database

During the research for this report we visited each 
of the school systems to learn of their experiences, 
conducting interviews with approximately 200 
system leaders and their staff who had implemented 
reforms. This gave us a good understanding of all 
the improvement interventions that had been made 
in each system. We created a database to capture 
the nature of each reform intervention taken by the 
school system and when it was taken.40 

We used the information gleaned from the 
interviews, in combination with a review of the 
official literature on the education reform, to 
capture all the interventions that were identified as 
significant – either those that “made a difference” 
or that had required heavy investment of human 
or financial resources. For example, we recorded 
reforms that led to the creation of new academic 
achievement standards for primary students, or 
the installation of a quality assurance board that 
assessed school performance. At the end of each 
interview, we added the 15-30 most relevant and 
highest impact interventions to the database.40 

By cross-referencing the information on this 
database with other system indicators, such as size, 
performance level, geography, governance type, we 
are able to explore a wide range of dimensions: e.g. 
the types of interventions used in “poor” systems 
as compared to those used in “fair” systems, or 
the interventions that are unique to large school 
systems.

A. Structure of the interventions database
To create this database, we mapped each reform 
intervention taken by systems onto the period of 
their history when the reform was taken. Overall, 
the database identified approximately 575 individual 
interventions taken by school systems as part 
of their school system reforms. We identified 
approximately 60 unique intervention types, such 
as teacher training, school vouchers, increasing 
teacher salaries, and redesigning the curriculum. 
Then, each time an intervention occurred in a 
system, we catalogued it along with the 
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Exhibit 39:
Illustrative distribution of the universal 
scale scores

Illustrative distribution of the Universal Scale scores

1 School year equivalent

Source: McKinsey & Company

Avg

480

+1 SD

520

-1 SD

440

Poor Fair Good Great Excellent

+2 SD

560

1 SYE1 1 SYE1 1 SYE1
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unique specifications of the reform intervention. 
For example, while both Madhya Pradesh and 
Long Beach were classified as having used “teacher 
coaches”, the specifications of how each system 
uses teacher coaches were different. In addition, 
each intervention was also pegged to a “recipient” 
– i.e. the stakeholder, including students, teachers, 
principals, parents, the center, or the entire school 
system – that was directly influenced by the 
intervention. 

To help us reveal the trends in the interventions 
used, we overlaid a framework of areas and 
sub-areas onto the 575 individual interventions. 
For example, in the area of “accountability”, we 
identified three sub-areas: performance assessment, 
inspections, and self-evaluation. This enables us to 
produce a number of different views of the data. 
For instance, when we aggregate this data, we can 
establish how many times our improving systems 
have utilized “accountability” as an intervention 
overall, or looking at a more specific view, how 
many systems have used “teacher evaluations”. 

Finally, we also mapped each intervention onto 
a framework of intervention types that identifies 
whether the intervention is a process, structure, or 
resource intervention. This allows us to explore, for 
example, how often and when systems have injected 
resources compared to how often and when they 
have changed a process. 

B. Analyses emerging from the database
While the interventions database could potentially 
be used to run a myriad of different analyses 
by cross-referencing any information about the 
school system with another, or by overlaying any 
framework onto the interventions, this report has 
primarily focused on two analyses that have guided 
and directed our thinking:

The frequency of application of each intervention  �
or intervention area

The clusters of interventions used at each  �
performance level

Frequency of application of each intervention 
or intervention area
The simplest analysis we performed was to 
determine how often an intervention occurred. 
This analysis enabled us to answer a number of 
important questions: for instance, how often a 
school system offered “support” to teachers through 
such interventions as teacher coaches, increased 
salaries, and increased training. We could also 
answer questions such as, “Do improving school 
systems employ a greater portion of support 
interventions versus accountability interventions?” 
and, “Do school systems use accountability 
interventions more frequently with teachers or  
with principals?”

Clusters of interventions at each  
performance level
The primary objective of the cluster analysis was  
to identify what suite or cluster of reform 
interventions our sample systems employed as  
they moved from one performance level to another. 
Our starting point for this analysis was a prevalence 
calculation: “What percent of the systems in 
each performance stage employed a particular 
intervention?” 

Our second step was to answer the question,  
“How distinctively is each intervention associated 
with, or weighted to, each performance stage?”  
For example, an intervention that occurs in 40 
percent of all reforms journeys is evenly weighted 
(or not distinctively associated with one stage), 
whereas another intervention that occurs in 25 
percent of fair to good journeys and 5 percent of 
each of the other stages, is weighted towards the 
fair to good improvement journey.  This is true 
even though the prevalence of the first intervention 
in fair to good (40 percent) is higher than in the 
second intervention (25 percent).  Therefore, to 
carry out this analysis we first needed to normalize 
our prevalence calculations by setting the sum of 
each intervention’s prevalence to a common scale 
(e.g. 100); this enabled us to make comparisons 
across interventions within a given performance 
journey. To illustrate this, in our hypothetical 
example, in which there is a 25 percent prevalence 
in the fair to good journey and 5 percent in each of 
the other stages (5-25-5-5) versus 40 percent overall 
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in all four stages (40-40-40-40), the normalized 
values would be (13-63-13-13) and (25-25-25-25) 
respectively. 

However, that still leaves the question of, “How 
remarkable is the weighting of each initiative in the 
specific performance journey to which it is most 
strongly linked?” To establish this, we calculated 
the distribution (mean and standard deviation) of 
the normalized weightings of all the interventions 
within each performance stage. In our hypothetical 
example, this distribution analysis would tell 
us – when looking across all the interventions in 
fair-to-good stage – whether the weighting of 63 
in the fair to good journey is relatively high or 
not. This analysis enables us to identify the set of 
interventions that are most distinctively associated 
with each performance journey stage.

The final question we asked in our quantitative 
analysis was, “What degree of correlation is 
there between the various interventions in each 
improvement stage?” – that is, how often do they 
occur together? In order to answer this question 
we determined the co-occurrence of interventions 
within each system’s reform journey. 

Lastly, we filtered our results to ensure consistency 
using a qualitative test. There were two parts to 
this test. First we weeded out true anomalies, such 
as interventions that only occur once or twice and 
therefore indicate a very high weighting but cannot 
reasonably be considered to be part of a universal 
cluster of interventions. Second, we checked each 
of the intervention clusters for their resonance with 
the experiences of each of the system reforms based 
on our understanding gained from the interviews 
with that system’s leaders.
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1  Only Finland has so far reached “excellent” 
globally, though several systems studied here are 
well advanced along the journey towards it.

2   We took the starting point of the reform as 
defined by the system leaders themselves, 
and began our data gathering from this point.  
Therefore, our database does not capture 
interventions which pre-date  this starting point 
and which may have influenced the reform 
journey.

3   These assessments include TIMSS, PISA,  
PIRLS, NAEP.

4  Hanushek, et al., “The High Cost of Low 
Educational Performance,” OECD, 2010.

5  McKinsey & Company, How the World’s Best-
Performing School Systems Have Come Out  
on Top, 2007.

6  Joel Klein has used the phrase “You can mandate 
awful to adequate but you cannot mandate 
greatness; it has to be unleashed.”

7  Shulman, Lee S., “Signature Pedagogies in the 
Professions”, Daedalus, Summer 2005.

8  Michael Fullan has written extensively on 
collaborative capacity, which he defines 
as “Collective capacity is when groups get 
better—school cultures, district cultures and 
government cultures. The big collective capacity 
and the one that ultimately counts is when they 
get better conjointly—collective, collaborative 
capacity, if you like. Collective capacity generates 
the emotional commitment and the technical 
expertise that no amount of individual capacity 
working alone can come close to matching…”  
All Systems Go, 2010.

9  We use the term ‘strategic leader’ to refer to the 
individual responsible for the strategic direction 
and implementation of the school system reform

10  We took the starting point of the reform as 
defined by the system leaders themselves, 
and began our data gathering from this point.  
Therefore, our database does not capture 
interventions which pre-date  this starting point 
and which may have influenced the reform 
journey.

11  The universal scale is based on the Hanushek 
methodology; see Appendix for full description.

12  Ghana had substantial gains on TIMSS Science 
(greater than one school-year equivalent) and 
Math (75 percent of a school year equivalent) 
for 8th graders from 2003-07, although starting 

from a low base. Chile had significant gains in 
both PISA reading (75 percent of one school-
year equivalent) and science (50 percent of one 
school-year equivalent) in 2000-06. While also 
starting from a low base, Chile had the highest 
gains of any system on PISA science since 2000.

13  The Department of Education’s central team 
trained 1,500 regional trainers who then, in 
turn, trained a further 4,500 instructional 
specialists who then trained 10,000 teachers.

14  The eight areas were: [1] teacher support and 
development; [2] changes to classroom practice; 
[3] pre-school/ECD strategy; [4] Advocacy, 
Family and Community literacy; [5] research;  
[6] monitoring and support; [7] Coordination  
and sustainability; and [8] Learning and 
Teaching Support Material.  

15  According to the Northwest Evaluation 
Association (NWEA) rating of the standards  
of assessments in the United States. 

16  In 2004-05, the program was piloted in four 
schools. In 2005-06, the pilot was extended to 15 
schools, and from 2006-07 it was rolled out to 
all 47 primary schools across the district. 

17  Michael Fullan refers to this phenomena as 
‘lateral learning’, comprising three change forces: 
1) mutual allegiance on a large scale (educators’ 
sense of identity gets enlarged and they start 
to identify with broader system peers); 2) 
collaborative competition (educators try to outdo 
themselves and each other); and, 3) development 
of a shared vision. All Systems Go, 2010.  

18  Decentralization of pedagogical rights refers 
to districts/schools/teachers being given more 
control over curriculum, setting standards, and/
or defining a new instructional program. In 
some cases, the center enlists the help of schools 
in desigining new content (as in Armenia, Latvia, 
and Lithuania). In other cases, the center asks 
districts / local boards to be responsible and 
accountable for the learning outcomes of schools 
(as happened in Ontario in 2009).

19   Initially these school clusters were 5-7 schools, 
but later were expanded to 12-14 schools.

20  Bonus pool varies each year.
21   A significant share of the training sessions occur 

within their own schools and classrooms.
22  Order of the Ministry of Education of the 

Republic of Lithuania of 19 February 1998  
No. 331 on Teacher Credentialing Regulations.
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23  In the Hong Kong context, ‘strongly recommend’ 
is interpreted as ‘schools have to do’, but some 
flexibility exists to allow schools to exercise 
administrative and professional judgement. In 
the case of professional development, principals 
would normally give guidance to teachers that 
they are required to comply.

24  ACTEQ (Advisory Committee on Teacher 
Education and Qualifications), 2003

25  Hong Kong Education Department, August 1997. 
“Medium of Instruction, Guidance for Secondary 
Schools.”

26  Tsang, W. 2004. Evaluating the Medium of 
Instruction Policy in a Post-Colonial Society: 
The Case of Hong Kong Special Administration 
Region

27  Ministry of Education. 1969. Education  
in Singapore.

28 Lee Kuan Yew, 2000 
29  Hong Kong adopted a publicly funded, privately 

operated system in order to be able to resource 
the rapid expansion of its schools. Under this 
arrangement, private entities provide 20 percent 
of the capital expenditure for schools, while 
the government provides the remaining 80 
percent of capital expenditure and 100 percent 
of operating expenses. Since the 1960s, the vast 
majority of Hong Kong’s schools have functioned 
in this manner; currently 90 percent are part of 
this arrangement. 

30  Shulman, Lee S., “Signature Pedagogies in the 
Professions”, Daedalus, Summer 2005.

31   Hattie, John. Visible Learning,  Routledge, 
London:  2009.

32  Fullan, Michael. All Systems Go. 2010
33   Interview with Mary Jean Gallagher, Chief 

Student Achievement Officer, Ontario.  
November 2009.

34   Each subsequent level came with a ten percent 
pay increase, which was above the normal  
yearly rise.

35   We use the term ‘strategic leader’ to refer to the 
individual responsible for the strategic direction 
and implementation of the school system reform

36   James, William (1907) “Pragmatism and 
Common Sense”. Lecture 5 in Pragmatism: A 
new name for some old ways of thinking. New 
York: Longman Green and Co: 63-75.

37   Senge, P. (1995) in O’Neil, J. “On Schools as 
Learning Organisations: A conversation with 

Peter Senge” Education Leadership Vol.52 No.7.
38  Hanushek, Eric and Ludger Woessmann. “The 

High Cost of Low Educational Performance: The 
Long-Run Impact of Improving PISA Outcomes”, 
Paris: Organization for Economic Cooperation 
and Development, 2010.

39  1 IEA (SISS), 4 TIMSS, 3 PISA, 2 PIRLS,  
19 NAEP, and 10 CA API.

40  We took the starting point of the reform as 
defined by the system leaders themselves, 
and began our data gathering from this point.  
Therefore, our database does not capture 
interventions which pre-date this starting point 
and which may have influenced the reform 
journey.
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